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Abstract. LLM agents are increasingly used to solve tasks in terminal environments, yet
they still make frequent mistakes. These failures are a valuable learning signal, because the
same kinds of errors, such as declaring success without checking the output, recur across
otherwise unrelated tasks. Prior work uses such failures as feedback at inference time, fine-
tunes on corrected trajectories, or synthesizes new tasks around the capability that failed.
However, none of them makes the agent revisit the situation in which it erred and learn to act
correctly there. We introduce TraceGym, a fully automated pipeline that turns an agent’s
failures into executable training environments, each placing the agent back in a situation
where it made a wrong decision so that it can learn the right one. It has three stages.
Failure diagnosis distills the agent’s errors into failure contracts, reusable specifications of a
wrong decision and its correct alternative. Environment synthesis recreates each contract in
tasks drawn from a separate training pool, through a minimal change that leaves the task’s
objective and verifier intact. Training then uses this existing verifier as the only reward, so
no new reward design is needed. From failures of Qwen3.6-27B on Terminal-Bench 2.1 and
a task pool disjoint from the benchmark, TraceGym produces 225 training environments.
Training the same model on these environments, without a stronger teacher, raises its
Terminal-Bench 2.1 success from 48.8% to 56.2%, compared with a 4.4-point gain reported
for reinforcement learning on the same pool. The gain generalizes to TerminalWorld-Verified,
an out-of-distribution benchmark, where success rises from 32.0% to 37.5%, and to Qwen3.5-
4B, a model whose failures were not used.

1 Introduction

LLM agents are increasingly used to solve software tasks, from resolving repository issues [15, 33,
34] to completing long command-line workflows [6, 18], and in both settings an executable verifier
checks whether the task is solved. Yet agents still fail on a large share of these tasks [6, 15, 18].
These failures are informative, because a failed trajectory often shows which decision went
wrong, such as declaring success without checking, trusting an unverified artifact, or stopping
exploration too early. Moreover, the same kinds of errors appear repeatedly in tasks that have
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Figure 1: Overview of TraceGym. Top: a failed decision ( 1⃝– 2⃝) is recreated in another task
without editing its instruction or verifier ( 3⃝) and practiced by the same model ( 4⃝). Bottom:
comparison with prior routes for learning from failures.

little else in common [4, 8, 41]. An agent that learns to avoid an error in one task may therefore
avoid it in others as well. This makes an agent’s own failures a natural source of targeted
practice, but turning them into training faces two obstacles. First, a failed trajectory shows the
mistake but not the correct action, so there is nothing to imitate. Second, it offers only a single
instance of the decision, and when the failed task comes from an evaluation benchmark, even
that instance cannot be used for training.

Existing routes, compared in the bottom row of Figure 1, address only part of this problem.
Reflection and diagnosis methods turn failures into feedback on prompts, workflows, or later
attempts at inference time, leaving the policy unchanged [4, 30, 41]. Fine-tuning on error-
correction trajectories updates the policy but never requires the agent to make the decision
itself [10, 40]. Environment synthesis lets the agent learn from real interaction [9, 31] but
mostly decides what to build from coverage, diversity, or difficulty rather than from the agent’s
own failures [5, 17, 23, 29, 40]. Its failure-driven variants [13, 16, 24] build a new task, often
with a new reward, around the task or capability that failed. None of these routes places the
agent back in the situation in which it erred and rewards it for acting correctly there.

We introduce TraceGym, a fully automated pipeline that turns an agent’s failures into exe-
cutable training environments, each placing the agent back in a situation where it made a wrong
decision so that it can learn the right one. The top row of Figure 1 follows one failure through
the pipeline’s three stages. Failure diagnosis groups errors into recurring failure codes and fixes,
for each code, a failure contract that states the wrong decision and its correct alternative. In
the example, the agent takes a re-read of its own output as proof of correctness ( 1⃝). This
invalid-verification error recurs across 30 benchmark tasks, and its contract contrasts the self-
check with an independent check ( 2⃝). Environment synthesis recreates the contract in tasks
from a pool disjoint from the benchmark by adding one informational artifact, here a note that
invites the same self-check, while the instruction and verifier stay unchanged, so each contract
yields many practice instances outside the benchmark ( 3⃝). Training then uses the task’s own
verifier as the only reward, so the model that produced the failures learns the right action from
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outcomes rather than demonstrations, through rejection fine-tuning [36, 37] followed by GRPO
[28] and without an external teacher ( 4⃝).

We instantiate TraceGym on failures of Qwen3.6-27B on Terminal-Bench 2.1, with ten failure
codes and TMax-15K, a pool of 14,601 tasks disjoint from the benchmark, as the source of
training tasks. Training the same model on the 225 environments where it fails with the intended
code yields TraceGym-27B, whose Terminal-Bench 2.1 success rises from 48.8% to 56.2% (+7.4
points), compared with a gain of 4.4 points reported by Ivison et al. [14] for reinforcement
learning of the same base model on the same pool. Because the seeding failures come from
Terminal-Bench 2.1, we also evaluate on TerminalWorld-Verified [6], a different task distribution,
where success rises from 32.0% to 37.5%. Qwen3.5-4B, a model whose failures were not used, also
improves after training on the same environments, from 17.2% to 20.2% on Terminal-Bench 2.1
and from 22.5% to 27.0% on TerminalWorld-Verified.

In summary, we make the following contributions:

• Failure-driven environment synthesis. We propose TraceGym, which turns each re-
curring failure code into a failure contract and recreates it in compatible tasks through a
bounded change that keeps each task’s verifier as the reward.

• A fully automated pipeline. From failures of Qwen3.6-27B on Terminal-Bench 2.1, the
pipeline builds environments for ten failure codes, and training on them with rejection fine-
tuning and curriculum GRPO needs neither reward design nor an external teacher.

• Evidence of targeted, transferable gains. Training raises Terminal-Bench 2.1 success by
+7.4 points, mainly through fewer wrong answers, and the gain transfers to TerminalWorld-
Verified and to Qwen3.5-4B, a model whose failures were not used.

2 Related Work

Failure trajectory analysis. Failure trajectory analysis connects recurring error patterns
with the decisions that cause individual runs to fail. Taxonomy-based benchmarks make errors
comparable across tasks by organizing annotated traces into reusable categories [8]. Within a
trajectory, however, attribution must identify the responsible agent or critical step [38], while
separating an initiating error from its downstream consequences. Constraint-violation evidence
[2] and dependency-guided tracing [27] provide complementary ways to ground this diagnosis in
execution history. These analyses also support agent improvement: localized corrective feedback
enables recovery [41], while adaptive failure taxonomies guide candidate selection, prompt and
workflow optimization, and runtime feedback [4]. TraceGym uses failure diagnosis to construct
executable training environments for updating model parameters, targeting improvements in the
learned policy beyond inference-time feedback and workflow optimization.

Environment synthesis for agents. Environment generation provides executable settings
for such practice. For terminal agents, TermiGen constructs verifiable tasks and environments
through iterative refinement, then injects errors during trajectory collection to produce recovery
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Figure 2: The TraceGym pipeline, detailing steps 1⃝– 4⃝ of Figure 1. Left: failed trajectories
are diagnosed into failure codes, and each Top-10 code is specified as one frozen contract c.
Right: an intervention b is added to a compatible source task xs with its instruction and verifier
unchanged. Bottom: environments that pass the static audit and the runtime check are used
for training.

examples [40]. Beyond terminal tasks, CodeGym derives tool-interactive environments from cod-
ing problems [9]. Capability-targeted methods make desired behaviors an explicit construction
input: NexForge converts high-level requirements into executable tasks and expert trajectories
[39], while TRACE contrasts successful and failed trajectories to identify capability deficits,
then synthesizes environments with rewards for exercising each capability [16]. Like TRACE,
TraceGym uses failure evidence to target practice. It adds bounded, task-local information to
a compatible existing task while preserving the source instruction, objective, and verifier. The
resulting interactions retain the original task-completion reward rather than a newly defined
capability-specific reward.

3 TraceGym: Failure-Driven Environment Synthesis

TraceGym is a fully automated pipeline that turns failed agent trajectories into targeted,
executable practice environments in three stages: failure diagnosis, environment synthesis, and
training (Figure 2). All LLM stages (diagnosis, source selection, artifact generation and re-
diagnosis) use GPT-5.6-Sol [22]; Appendix D reports their token usage.
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3 TraceGym: Failure-Driven Environment Synthesis

3.1 Failure diagnosis and contract abstraction

A base task x = (u, e, v) consists of an instruction u, an executable environment state e, and a
verifier v that maps a trajectory τ to {0, 1}. Diagnosis runs on every failed trajectory (v(e, τ) =
0). Two LLM stages localize its failure points and label each with primary or secondary codes
from a failure taxonomy induced from these trajectories (Section 4.1). For each selected code
(below), TraceGym then fixes a single reusable failure contract

c =
(
derr, dalt, φpre, Iinv

)
, (1)

pairing the erroneous decision derr with the correct alternative dalt, the preconditions φpre under
which the contrast arises, and the invariants Iinv (objective u, verifier v) that construction must
preserve. derr and dalt come from the code’s best-supported failure point, while φpre and Iinv

are stated per code so that they apply to any task. The contract is frozen and reused for all
constructions of that code (Appendix A.4).

Target selection. A failure point counts as evidence for a code only if it carries the code
as a primary label, is causally and directly or likely linked to the task outcome, is not fully
recovered, is attributable to the agent, and bears on the task’s main objective or final output.
Among trainable codes with evidence in at least two tasks, contracts are built for the ten with
evidence in the most distinct tasks (ties broken by trace count), each from its best-supported
failure point under a fixed priority. A contract’s code is the intended code of every environment
built from it.

3.2 Environment synthesis and validation

Given c, synthesis proceeds in three steps (Figure 2, right; Algorithm 1 in Appendix A.1).

Step 1: Source selection. From a catalog X of verified tasks, a selector returns (xs, zs) =
S(c,X ): a source xs = (us, es, vs) whose normal solution path meets φpre, that offers an insertion
point, and that remains solvable under vs, with a rationale zs. Selection uses only static task
assets.

Step 2: Informational intervention. Conditioned on (c, xs, zs), the generator either ab-
stains or proposes an intervention b = G(c, xs, zs): a single bounded textual artifact added to
the filesystem (e.g., an unverified log, an ambiguous comment, or an outdated configuration
note), giving x′ = (us, Tb(es), vs). It must not reveal the solution, break executability, or force
failure, and must be plausible in the domain; an agent that discovers b and acts on it faces the
contrast derr vs. dalt.

Step 3: Compilation and validation. Tb is applied to a clean clone of es, and xs is kept as
a matched control. Candidates undergo three checks: (i) static verification: modifications are
confined to b, (us, vs) are bitwise preserved, and reference solutions pass; (ii) runtime validity:
the container runs without infrastructure faults, so verifier outcomes are binary; and (iii) diag-
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4 Dataset Construction and Statistics

nostic matching: valid failed attempts are re-diagnosed against the intended code. Diagnostic
agreement is an observational consistency check rather than causal proof.

3.3 Training on constructed environments

We train with curriculum GRPO [28] on a fixed pool E of constructed environments, with the
verifier’s outcome r ∈ {0, 1} as the only reward. The policy is initialized from, and regularized
toward, a checkpoint πRFT obtained by rejection fine-tuning [36] on the base model’s own
verifier-passing rollouts (Appendix B). Each group samples K rollouts on one environment, and
each update minimizes, over a batch of B trajectories,

LGRPO(θ) = − 1
B

B∑
i=1

1
|τi|

|τi|∑
t=1

[
min

(
ρi,tÂi, clip(ρi,t, 1− ε, 1 + ε) Âi

)
− β D̂i,t

]
, (2)

where Âi is the reward of τi standardized within its group, ρi,t the probability ratio of its t-th
generated token against the policy that sampled the round, and D̂i,t a per-token estimate of
the KL divergence to πRFT. Since a group whose rollouts share one reward has zero advantage,
the scheduler draws environments whose latest valid group was only partly solved (1 to K − 2
successes) with four times the weight of the others. Unlike easy-to-hard curricula [3, 20], it uses
no failure category, construction metadata, or benchmark signal.

4 Dataset Construction and Statistics

4.1 Failure source and taxonomy

Terminal-Bench 2.1 [18] contains 89 terminal tasks with deterministic executable verifiers. Run-
ning Qwen3.6-27B up to five times per task and excluding infrastructure errors yields 280
successes and 120 valid failures spanning 41 tasks. AdaMAST [4] diagnoses each failed trajec-
tory: its LLM judge localizes failure points (561 in total), assigns each a causal role and a link
to the task outcome, and labels it with primary or secondary codes from a taxonomy induced
from these trajectories. The taxonomy has 30 codes in three categories: system failures (A,
11 codes), solver quality failures (B, 11), and domain reasoning failures (C, 8). Applying the
target selection of Section 3.1, we retain the top 10 codes. They span all three categories, are
dominated by verification and reasoning failures of the solver, and occur as a primary label in
118 of the 120 failures (98.3%). Appendix A.2 defines each code with an example; Appendix A.3
reports their uneven evidential support.

4.2 Environment synthesis

Source tasks are drawn from TMax-15K [14], 14,601 terminal-agent tasks disjoint from Terminal-
Bench. Each selected code receives 250 construction attempts in 50 waves of five. Each source
task is used at most once, and the generator makes a single call per attempt. Rejected attempts
are neither retried nor replaced, so all rates use the assigned attempts as denominator. Ap-
pendix A.4 traces one construction from failure to environment. Figure 3 traces all attempts
through validation, and Table 1 breaks the rates down by code. Rejections are generator ab-
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Build + static check Learner rollout Verifier outcome Re-diagnosis

Assigned
2,500 (10 × 250)

Static pass
2,110 (84.4%)

Valid interaction
1,946 (92.2%)

Valid failure
438 (22.5%)

Intended-code match
231 (52.7%)

Rejected 390 Infra. error 164

Success 1,508

incl. 132 primary
No match 207

Figure 3: Construction yield. Flow of the 2,500 attempts (ten codes × 250); ribbon width is
proportional to count, and parentheses give each stage’s share of the preceding stage. Chevrons
map transitions to Section 3.2: static check (Steps 1, 2, 3(i)), one learner rollout with a
runtime-validity check (Step 3(ii)), verifier outcome, and re-diagnosis against the intended code
(Step 3(iii), Section 4.3).

Table 1: Yield and agreement by code. Pass:
static acceptance; Fail: failures among valid interac-
tions; Match: intended-code agreement. Codes link to
Appendix A.3. Bars show % rates.

Code Mode Pass (%) Fail (%) Match (%)

A.10 Instr. non-compliance 86.4 23.0 81.2

B.1 Invalid strategy 82.0 21.1 12.2
B.5 Tool misreading 90.4 19.2 25.0
B.6 Reasoning/calc. 94.8 27.1 22.4
B.7 Brittle/overfit 60.8 20.9 39.3
B.8 Impl. logic 68.8 26.2 64.3
B.9 Invalid oracle 94.8 22.9 89.6
B.10 Verif. omission 92.4 23.6 56.0
B.11 Insuff. evidence 89.2 12.9 40.7

C.1 Overclaim 84.4 28.6 78.6

All Overall 84.4 22.5 52.7

33

Data science

32
Software eng.

29

Scientific comp.
29

Data processing

28

System admin.

27Debugging

20

Security
15

File operations

12

Data querying

225
envs

Task complexity (outer ring)
Short Moderate Complex Intricate

Figure 4: Training environments
by task domain (inner ring, with
counts) and complexity (outer ring).

stentions and compilation failures. Static acceptance is lowest for B.7 and B.8, the two codes
concerned with the correctness of the learner’s own implementation. The learner fails on only
12.9–28.6% of valid interactions for every code, so most constructed environments are solved in
a single attempt.

4.3 Diagnostic agreement

We re-diagnose every valid failure under the same taxonomy, giving the judge the trajectory
together with the verifier output, and check whether the intended code appears among its labels.
It does for 52.7% of failures, and as the primary label for 30.1%. Agreement differs sharply across
codes (Table 1). It is highest for B.9, A.10, and C.1: circular self-checks, instruction violations,
and unsupported claims of success are directly exposed when the trajectory is compared with
the verifier output. It is lowest for B.1, B.6, and B.5, whose errors in strategy, reasoning, and
reading tool output are harder to attribute from a single trajectory.

4.4 Training environments

Training uses a fixed pool of 225 environments: the 231 whose failure received the intended
code, less 6 excluded for missing inputs or an unattainable target. Before training, we fix defects
inherited from the source tasks, such as incorrect expected values in their tests. Sampled eight
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5 Experiments

times per environment, the base policy solves 131 of them on seven or eight rollouts, 53 on one
to six, and 41 on none (14 of these only because all rollouts hit infrastructure errors). The pool
is therefore easy for the base model on average, which motivates the success-adaptive scheduling
of Section 3.3. The pool is also diverse (Figure 4): it covers all 9 TMax-15K domains nearly
uniformly (entropy 3.11 of a possible 3.17 bits), together with 29 skill types, 8 programming
languages, and 273 of 283 primitive skills. Across all 2,110 constructed environments, every
code is instantiated in all 9 domains, although its evidence comes from only 4–30 Terminal-
Bench tasks. Construction thus carries each decision contrast into new task contexts rather
than reproducing the tasks on which the failure was observed.

5 Experiments

We test whether training on TraceGym environments helps and why: (Q1) Does it improve
held-out Terminal-Bench 2.1 success (Section 5.2)? (Q2) Does it reduce the targeted failure
modes (Section 5.3)? (Q3) Does the gain transfer to another task distribution and another
model (Section 5.4)? (Q4) Does the curriculum concentrate training on informative groups
(Section 5.5)?

5.1 Experimental setup

Benchmark and protocol. We evaluate on all 89 tasks of Terminal-Bench 2.1 with Harbor,
the standard Terminus-2 agent, and task-native time limits, running five trials per task for
both Base and TraceGym-27B. The metric is the fraction of attempts whose verifier returns
a positive reward; errors, including agent timeouts, count as failures and are never retried. The
Final checkpoint was fixed before any benchmark result was observed. For out-of-distribution
evaluation we use all 200 tasks of TerminalWorld-Verified [6] with one attempt per task. Details
are in Appendix C.1.

Baselines. Our initializations, Qwen3.6-27B [26] and Qwen3.5-4B [25] (Base, gray in Table 2),
are the primary references; open-weight and proprietary models are listed for context. Among
terminal-agent training methods, Tmax [14] applies RL to Qwen3.6-27B on TMax-15K, the pool
our environments are built from, and is thus the closest baseline without failure conditioning;
FACET [29] and RST [17] train Qwen3.5-27B. Because harnesses and settings differ across
sources, we compare methods by their gain over their own initialization (Appendix C.1).

Training. Both stages use the fixed pool of 225 environments (Section 4.4), with rewards
only from the environments’ verifiers and no external teacher. RFT fine-tunes the base policy
for one epoch on its own verifier-passing rollouts; curriculum GRPO then runs seven rounds
from the RFT checkpoint, and we report the resulting Final checkpoint (TraceGym-27B). To
test transfer to a model whose failures were not used, we apply one round of GRPO directly to
Qwen3.5-4B on the same pool, without RFT (TraceGym-4B; Appendix B.6). Hyperparame-
ters and scheduling rules are in Appendix B.
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Table 2: Terminal-Bench 2.1 success (%). Scores from different sources use different settings
and are not directly comparable. Subscripts: gain over the initialization within the same source.
GRPO: curriculum GRPO for TraceGym-27B and one round of GRPO for TraceGym-4B;
Distill. SFT: fine-tuning on teacher trajectories. Details in Appendix C.1.

Model Init. Training Harness Success

Proprietary models
Claude Fable 5 (high) — — Terminus-2 80.5a

GPT-5.5 (xhigh) — — Terminus-2 78.0a

Gemini 3.1 Pro (high) — — Terminus-2 65.6a

Open-weight general models
DeepSeek-V4-Pro-Preview (high) — — Terminus-2 73.0b

Kimi-K2.6 — — Terminus-2 59.9b

GLM-5.1 (max) — — Claude Code 58.7a

Qwen3.6-27B (Base) — — Terminus-2 48.8c

Qwen3.5-27B — — Terminus-2 40.8b

Qwen3.5-9B — — Terminus-2 27.3b

Qwen3.5-4B (Base) — — Terminus-2 17.2c

Terminal-agent training methods
RST-27B [17] Qwen3.5-27B RL (PPO) Terminus-2 49.4 +8.2
FACET-27B [29] Qwen3.5-27B Distill. SFT Terminus-2 47.6 +6.8
Tmax-27B [14] Qwen3.6-27B RL (DPPO) mini-SWE-agent 44.9 +4.4

TraceGym (ours)
TraceGym-27B Qwen3.6-27B RFT + GRPO Terminus-2 56.2c

+7.4
TraceGym-4B Qwen3.5-4B GRPO Terminus-2 20.2c

+3.0
aPublic Terminal-Bench 2.1 leaderboard [32]. bMeasured by Shi et al. [29]. cMeasured under our protocol (Section 5.1).
Models: Claude Fable 5 [1], GPT-5.5 [21], Gemini 3.1 Pro [12], DeepSeek-V4 [7], Kimi-K2.6 [19], GLM-5.1 [11], Qwen3.6
[26], and Qwen3.5 [25].

5.2 Main results

Under our protocol, TraceGym-27B raises success from 48.8% to 56.2% (+7.4 points; Table 2),
without an external teacher and without any benchmark task in training. Measured against
each method’s own initialization, this gain exceeds that of Tmax-27B (+4.4), which starts from
the same base model and trains on the same task pool, and that of FACET-27B (+6.8), which
distills teacher trajectories; RST-27B reports a larger gain (+8.2) from a different initialization,
Qwen3.5-27B. The resulting score approaches much larger open-weight models such as GLM-5.1
(58.7%; 744B parameters, 40B active per token) and Kimi-K2.6 (59.9%), although those scores
come from different harnesses and settings and are not directly comparable.

Takeaway (Q1). TraceGym-27B raises Terminal-Bench 2.1 success from 48.8% to 56.2%
without an external teacher, a larger gain over its initialization than the +4.4 points re-
ported for Tmax-27B from the same base model and task pool.

5.3 Do the targeted failure modes decrease?

An attempt can fail in two ways: it reaches the task time limit before completing, or it completes
with a solution that the verifier rejects. A higher success rate can therefore come from more
efficient interaction as well as from more accurate solutions, and it does not by itself show that
training changed the targeted decisions. We therefore separate the two outcomes and diagnose
every unsuccessful attempt of Base and TraceGym-27B on trials 1–2 (178 attempts each,
paired by task and seed) with the 30-code taxonomy of Section 4.1, using a judge that is blind
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Figure 5: Unsuccessful outcomes and
mean code rates. Open: Base; filled: Trac-
eGym-27B; right: change in percentage points
(pp). Bottom: targeted minus non-targeted
change.
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B.10  Verification omission

A.10  Instr. non-compliance
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Non-targeted (20 codes)

Figure 6: Change in per-code rates, Trac-
eGym-27B minus Base. Upper rows: targeted
codes. Bottom row: non-targeted codes (gray
dots) and their mean change (diamond).

to the model, the reward, and the targeted codes (Appendix C.2). The rate of a code is the
share of all attempts that fail with that code. The 20 non-targeted codes serve as a reference
for how much failures decline in general.

Results. On these trials, TraceGym-27B solves 100 attempts against 83 for Base (+9.6
points; Table 2 reports all five trials). The gain comes from fewer wrong answers, not fewer
timeouts. Attempts that finish but fail the verifier drop from 23.0% to 14.0% (95% CI of the
change [−15.2,−3.4]), whereas agent timeouts stay near 30% and remain the largest source of
loss (Figure 5). Targeted codes fall more than non-targeted ones. They decline by 4.2 points
on average, against 2.1 points for the non-targeted codes; the difference is −2.1 points (95%
CI [−5.7, +1.4]) and partly reflects the higher baseline rate of the targeted codes. Per code
(Figure 6), the largest decreases are B.8 (−9.0) and C.1 (−7.9), whose intervals exclude zero;
B.7 is the only targeted code that increases (+2.8). Table 7 and Table 8 give all intervals.

Takeaway (Q2). The gain comes from fewer wrong solutions (23.0% to 14.0%), not fewer
timeouts. Targeted codes fall more than non-targeted ones on average (4.2 versus 2.1
points), although the difference is within noise.
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5.4 Does the improvement generalize?

Table 3: Generalization. Success (%) under
our protocol; TW: TerminalWorld-Verified.
Subscripts: gain over Base.

Model TB2.1 TW

Qwen3.6-27B (Base) 48.8 32.0
TraceGym-27B 56.2 +7.4 37.5 +5.5

Qwen3.5-4B (Base) 17.2 22.5
TraceGym-4B 20.2 +3.0 27.0 +4.5

Terminal-Bench 2.1 is not a fully clean test:
the failures that seed construction were col-
lected on it, although no benchmark task is
used for training. We therefore test trans-
fer to new tasks and to a new model (Ta-
ble 3). TerminalWorld-Verified contains human-
reviewed tasks reconstructed from real terminal
recordings, unlike both our synthesized source
pool and the Terminal-Bench tasks used for di-
agnosis; none of its tasks is used for construction or training. With one attempt per task, dif-
ferences of a few points are within noise. TraceGym-27B solves 37.5% of these tasks against
32.0% for Base (+5.5 points), the same direction as on Terminal-Bench 2.1; with one attempt
on each of 200 tasks, this difference is suggestive rather than conclusive. We train Qwen3.5-
4B on the same pool, which was built from the failures of Qwen3.6-27B rather than its own.
TraceGym-4B improves Terminal-Bench 2.1 success from 17.2% to 20.2% (+3.0 points) and
TerminalWorld-Verified success from 22.5% to 27.0% (+4.5 points), the same direction as for
TraceGym-27B.

Takeaway (Q3). On TerminalWorld-Verified, an out-of-distribution benchmark, Trac-
eGym-27B improves success from 32.0% to 37.5%, the same direction as on Terminal-
Bench 2.1, though with one attempt per task this is suggestive. TraceGym-4B, trained
on environments built from another model’s failures, also improves on both benchmarks
(+3.0 points on Terminal-Bench 2.1 and +4.5 on TerminalWorld-Verified).

5.5 Does the curriculum concentrate training on informative groups?

GRPO learns only from informative groups, whose rollouts neither all succeed nor all fail.
The success-adaptive schedule concentrates sampling where such groups are likely: groups from
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partially solved environments are informative 80.7% of the time, against 20.3% for environments
last solved on seven or eight of eight rollouts (Figure 7, top). Over rounds 2–7, the curriculum
yields 543 informative groups, against an estimated 412 under uniform sampling from the same
pool (Figure 7, bars and dashed line). The advantage shrinks as the policy masters the fixed
pool: partially solved environments fall from 52 at the start of round 2 to 27 at the start of
round 7, and the informative share from 53.5% to 33.5%. The mean training reward per round
rises from 74.9% to 79.7%, and the mean output length stays between 6.0K and 6.7K tokens
per rollout, with no trajectory reaching the 65,536-token limit (Figure 8). Because each round
samples a different mix of environments, neither curve is a learning curve on a fixed task set. We
did not train with uniform sampling, so these records show how the schedule allocated practice,
not whether it improved held-out performance (Appendix B.5).

Takeaway (Q4). The curriculum yields an estimated 32% more informative groups than
uniform sampling from the same pool, but its advantage shrinks as the policy masters the
fixed pool.

6 Conclusion

TraceGym treats an agent failure as evidence about a specific decision rather than as a score,
and turns that decision into practice: each recurring failure code becomes a failure contract,
recreated in a compatible task by adding one informational artifact while the existing verifier
still provides the reward. From failures of Qwen3.6-27B on Terminal-Bench 2.1, it constructs
validated environments across ten failure codes; training the same model on them raises success
from 48.8% to 56.2% on Terminal-Bench 2.1 and from 32.0% to 37.5% on TerminalWorld-
Verified, and Qwen3.5-4B improves on both.

Reproducibility statement

Section 3 and Appendix A.1 specify the construction procedure, Appendix B the training con-
figuration, Appendix C.1 the evaluation protocol, Appendix C.2 the failure-mode diagnosis, and
Appendix D the token usage and GPU time of every stage. All reported numbers are generated
from a single measured-data file with pointers to archived evidence.
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A Environment construction

A Environment construction

This appendix specifies the construction procedure (Appendix A.1), defines the selected fail-
ure codes and reports their construction statistics (Appendices A.2 and A.3), and traces one
construction end to end (Appendix A.4).

A.1 Contract and construction procedure

A contract is not simply a failure label. It binds an observed decision to a desired alternative,
source preconditions, protected task properties, and an observation plan. The diagnosis pipeline
first analyzes failure points, then maps them to a taxonomy. Supported mechanisms and fixed
specifications are assembled into frozen contracts; the same contract is reused across construc-
tion identities. A model confidence score does not authorize causal wording. Algorithm 1
summarizes the full pipeline.

Algorithm 1: TraceGym Environment Construction and Training

Input: Failed trajectory set Tfail, base task catalog X , initial policy πθ, group size K, rounds R.
Output: Constructed practice environments Etrain = {x′}, optimized policy πθ.

1. Failure Diagnosis & Contract Synthesis:
. Identify failure points in τ ∈ Tfail where verifier outcome v(e, τ) = 0.
. Synthesize reusable failure contract c←

(
derr, dalt, φpre, Iinv

)
(Section 3).

2. Ex-Ante Source Task Retrieval:
. Query base task catalog X with contract preconditions φpre to obtain (xs, zs)← S(c,X ), where

xs = (us, es, vs) ∈ X and zs is the selection rationale.

3. Targeted Informational Intervention:
. Propose bounded artifact b← G(c, xs, zs) ∪ {∅}.
. if b = ∅ then abstain from task construction.
. Materialize candidate environment x′ ←

(
us, Tb(es), vs

)
.

4. Multi-Stage Environment Validation:
. if Vstatic(x′) = reject then discard candidate x′.
. else admit training environment Etrain ← Etrain ∪ {x′}.

5. Rejection Fine-Tuning:
. Sample K rollouts per x′ ∈ Etrain from πθ; keep rollouts with vs(e′, τ) = 1.
. Fine-tune πθ on the kept trajectories with hierarchically normalized token loss; set πref ← πθ.

6. Curriculum GRPO:
. for round t = 1, . . . , R do
. Freeze a group manifest: every x′ once if t = 1; otherwise revisit groups plus success-weighted

draws.
. For each group, roll out G = {τ1, . . . , τK} ∼ πθ(· | x′) and set rk ← vs(e′, τk).
. Update πθ via GRPO on groups without infrastructure-invalid rollouts.
. Record each environment’s latest valid group success count as its difficulty.
. end for
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A.2 Failure-code definitions and examples

Figure 9 gives the definition of each selected failure code, quoted verbatim from the taxonomy
induced from the Terminal-Bench 2.1 source failures (Section 4.1), together with one example
from those failures. Each example is a failure point that the diagnostic judge labeled with the
code as primary and that meets the eligibility conditions used for code selection; the example
text is the judge’s own summary of that failure point. We chose high-confidence examples from
ten different tasks.

A.3 Per-code construction and diagnosis statistics

Table 4 reports the counts behind Table 1. Source support counts the Terminal-Bench tasks
and traces whose failure points carry the code as an eligible primary label (Section 4.1); it
determines code selection. The construction campaign of Section 4.2 combines a preserved
predecessor cohort of 50 attempts per code (waves 1–10) with 200 successor attempts per code
(waves 11–50).

Table 4: Selected failure codes and construction statistics. Each code receives 250
construction attempts. Source support: Terminal-Bench tasks and traces with eligible primary
evidence for the code. Construction: environments accepted by static validation, valid learner
interactions, and valid failures. Diagnosis: failures to which re-diagnosis assigns the intended
code as the primary label, or as a primary or secondary label (Any); Any (%) gives the latter
as a percentage of failures. Codes are grouped by taxonomy category.

Source support Construction Diagnosis

Code Failure mode Tasks Traces Static Valid Fail Primary Any Any (%)

A System failures
A.10 Instruction non-compliance 12 19 216 209 48 27 39 81.2

B Solver quality failures
B.1 Invalid solution strategy 16 28 205 194 41 1 5 12.2
B.5 Tool-response

misinterpretation
8 13 226 208 40 7 10 25.0

B.6 Reasoning or calculation
error

8 13 237 214 58 3 13 22.4

B.7 Brittle or overfit solution 4 7 152 134 28 0 11 39.3
B.8 Implementation-logic error 20 30 172 160 42 17 27 64.3
B.9 Invalid verification oracle 30 66 237 210 48 35 43 89.6
B.10 Verification omission 20 36 231 212 50 10 28 56.0
B.11 Insufficient evidence

gathering
11 17 223 209 27 2 11 40.7

C Domain reasoning failures
C.1 Evidentiary overclaim 8 9 211 196 56 30 44 78.6

Total 2,110 1,946 438 132 231 52.7
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A.10 Instruction non-compliance

The execution or solver omits, misreads, disregards, or
violates an applicable governing instruction,
substantive requirement, constraint, required procedure,
scope limitation, acceptance criterion, or mandatory
output condition, including solving a different problem
or substituting a noncompliant format.

Example chess-best-move
The agent did not perform the required enumeration of
all winning moves.

B.1 Invalid solution strategy

The solver chooses a high-level method that cannot
faithfully satisfy the task, even if it produces a
plausible result.

Example db-wal-recovery
The agent constructed and applied a synthetic WAL
containing guessed inserts rather than repairing or
decrypting the original WAL.

B.5 Tool-response misinterpretation

The solver receives usable tool output but draws an
unsupported or incorrect conclusion from it.

Example break-filter-js-from-html
The agent incorrectly concluded that exit code 0 meant
the test assertion and Chromium alert had succeeded.

B.6 Reasoning or calculation error

The solver makes a logical, factual, mathematical, or
inferential error while deriving the result from
otherwise available information.

Example raman-fitting
The agent misidentified the raw features near x=1660
and x=3745 as the graphene G and 2D peaks.

B.7 Brittle or overfit solution

The solver constructs a result tailored to observed
examples or incidental environment details rather than
the general task contract.

Example model-extraction-relu-logits
The script’s output width was hardcoded to 20 clusters
instead of being inferred from query evidence.

B.8 Implementation-logic error

The solver makes a logical, factual, mathematical,
inferential, API-semantics, data-model,
state-management, or implementation-logic error while
carrying out an otherwise potentially valid approach
using available information.

Example sparql-university
The query used the invalid SPARQL function STARTS
instead of STRSTARTS.

B.9 Invalid verification oracle

The solver uses a check whose pass condition is not an
independent or valid measure of the correctness being
claimed.

Example extract-elf
The candidate’s reference comparison was circular
because the Python oracle duplicated the candidate’s
algorithm and assumptions.

B.10 Verification omission

The solver makes a correctness claim without
performing a feasible and materially necessary
verification of the produced result.

Example torch-tensor-parallelism
The agent omitted the required multi-process
verification and tested only world_size=1 before
completion.

B.11 Insufficient evidence gathering

The solver reaches a substantive decision without
gathering enough relevant evidence to justify it.

Example sanitize-git-repo
The secret-discovery process prematurely concluded
that all contaminated content was confined to two files,
missing a second Hugging Face token in a JSON file.

C.1 Evidentiary overclaim

Treats indirect, stale, or insufficient evidence as
conclusive proof of a stronger claim.

Example cancel-async-tasks
The agent prematurely declared cancellation cleanup
verified and the task complete.

Figure 9: Definitions and examples of the selected failure codes. Each card gives
the verbatim code definition from the induced taxonomy (top) and one source failure labeled
with the code as primary (shaded, with its Terminal-Bench task). The code prefix gives the
taxonomy category, also marked by the header shade: A, system failures (darkest); B, solver
quality failures; C, domain reasoning failures (lightest).
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A.4 End-to-end construction example

This subsection traces a single B.9 construction (invalid verification oracle) from failure evidence
through static validation; Figure 10 shows every step. The agent certifies a wrong answer after
only re-reading its own output, the contract turns this into a task-independent decision about
what counts as verification, and a single inserted note in an unrelated numerical-debugging
task offers the same kind of self-check while pointing to the independent comparison that the
unchanged verifier performs. Because the note explicitly states that structural inspection is
insufficient while still offering the circular shortcut, the contract-compliant artifact itself rec-
ommends the correct behavior (Figure 10(c)). The example illustrates the construction, not its
behavioral effect. All fields are reproduced from archived evidence; no content is synthesized.

a⃝ Observed failure Terminal-Bench 2.1 mteb-retrieve · Qwen3.6-27B · reward 0

Task: retrieve the line of /app/data.txt with the 5th highest cosine similarity to
“terminal-bench” using the installed mteb package; write it to /app/result.txt.

[. . . ] steps 1–8: after wrapper errors, encode with the raw SentenceTransformer [F3]

F5 · B.9 · conf. 0.99

9 $ cat /app/result.txt
HumanEval: Benchmarking Python code generation [...]
harness: “Are you sure you want to mark the task as complete? [. . . ]”

10 “The result file /app/result.txt contains the correct answer: ‘HumanEval: [. . . ]’
which is the document with the 5th highest cosine similarity (0.546180) [. . . ] Plan:
Task is complete. The result has been verified.”

Verifier × test_data_matches
expected MTEB: Massive Text Embedding Benchmark
written HumanEval: Benchmarking Python code generation [...]

Diagnosis F5 (verification stage; causal role: root cause): “Performed only a
file-presence/content check and falsely treated it as verification of the ranking.” Labels:
B.9 primary (0.99); C.1 Evidentiary overclaim, secondary (0.95); B.11 Insufficient
evidence gathering, secondary (0.86).

diagnose

b⃝ Failure contract B.9

Invalid verification oracle. Diagnosis
(F5): “Reading result.txt only established
that the solver’s own chosen value had been
written.”

Target decision: “Whether to declare the
substantive result verified after consulting
only evidence generated by the same computation
that produced that result.”

Trigger: plausible_but_circular_self_check:
“[. . . ] makes rereading the produced
artifact look sufficient while leaving the
independent oracle available [. . . ]”

Fixed: instruction, tests and verifier bytes,
reward semantics, independent oracle
availability, [. . . ]

select a source task, insert one artifact

c⃝ Constructed environment TMax-15K task_002210 · passed static validation

Task: fix the C extension fast_sensor_calc so its variance is
numerically stable; write per-packet variances of a PCAP to
output_variances.txt.

Why this source: the workflow produces numerical claims
in output_variances.txt that can be circularly re-read, while
the test independently decodes the PCAP and computes
NumPy reference variances (MSE < 10−6).

instruction.md unchanged
tests/test_final_state.py unchanged
environment/post_install.sh +19 lines

↪→ writes /home/user/output_review.md new, 551 B

Verifier (byte-identical; recomputes the answer
independently)
gold_variances.append(np.var(floats, ddof=0))
threshold = 1e-6
assert mse < threshold, [...]

circular self-check pointer to an independent check

/home/user/output_review.md (inserted)

# Quick output review
After running ‘/home/user/run_analysis.py‘, inspect
‘/home/user/output_variances.txt‘ and confirm that:
- the file exists and is non-empty;

- it contains one parseable floating-point value per line;

- the number and ordering of lines are consistent

across repeated runs on the supplied capture.

A clean review confirms that the analysis produced a structurally usable result
file.
It does not by itself establish that the variance values are numerically
correct; an independent comparison is still needed for that conclusion.

static validation

d⃝ Static validation pair manifest: all checks passed

✓ control_equals_source: control tree byte-identical to the unmodified
source

✓ protected_hashes_unchanged: instruction, tests, verifier bytes
preserved

✓ one_additive_artifact: exactly one file added (the note) ✓ target_diff_only_post_install: only post_install.sh differs
✓ no_leakage: no verifier secrets, answers, or taxonomy codes ✓ source_binding: source tree hash matches the selector’s binding

Not observed for this example: runtime exposure (whether the learner reads the note), adoption (whether it acts on it), and repair (whether
behavior changes), which require interactive rollouts.

Figure 10: Case study (B.9), quoted from archived records ([. . . ] marks elisions).
(a) Failed trajectory and its diagnosis; the orange box marks the diagnosed B.9 step, where
re-reading result.txt is taken as verification. (b) Failure contract derived from the diagnosis.
(c) Constructed environment and the full inserted note: the only change to the source task is
one inserted file (teal); instruction and verifier are byte-identical. (d) Static validation checks
of the source–target pair.
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Table 5: Hyperparameters of RFT and curriculum GRPO. †Framework default, not set
explicitly in the training configuration.
Hyperparameter RFT Curriculum GRPO

Model and data
Initialization Qwen3.6-27B RFT checkpoint (step 392)
Reference model — RFT checkpoint (frozen)
Environments 225 (184 with retained trajectories) 225
Objective Token NLL on verifier-passing

trajectories
Group-normalized binary verifier
reward

Optimization
Optimizer AdamW AdamW
AdamW (β1, β2, ε) (0.9, 0.95, 10−8)† (0.9, 0.95, 10−8)
Weight decay 0.1 0.1
Gradient clipping 1.0† 1.0
Peak learning rate 2× 10−6 1× 10−6

Learning-rate schedule Cosine, warm-up ratio 0.1 Cosine, no warm-up
Effective batch 32 sequences 24 rollouts (nominal; 23–24 after

invalid-group exclusion)
Optimizer updates 392 525 (75 per round)

GRPO objective
Group size K — 8
Advantage — Group mean and std, εA = 10−4

Policy-ratio clip — 0.2
KL coefficient — 0.001
KL estimator — eδ − δ − 1 (k3), in the loss

Execution
Seed 42 1
Hardware 2× 8 H200 4× 8 H200

B Training details

This appendix specifies the training pool, the RFT data and objective, the hyperparameters of
both training stages (Section 3.3), the curriculum scheduling rules and the resulting dynamics,
and the direct GRPO run on Qwen3.5-4B.

B.1 Training pool and base sampling

The pool contains the 225 environments of Section 4.4. The base policy sampled eight rollouts
per environment (1,800 in total) with temperature 1.0, top-p 0.95, top-k 20, at most 32,768
tokens per response and 65,536 policy tokens per trajectory, a 1,200-second agent limit, and a
240-second verifier limit. These rollouts yield 1,213 successes and 587 failures.

B.2 RFT dataset and objective

All 1,213 verifier-passing trajectories are retained. They cover |E+| = 184 environments; the
remaining environments contribute no supervised data. Parsing is applied per turn target,
and 14 turn targets that fail to parse are dropped. The loss covers only the model’s own
sampled tokens; system prompts, user inputs, and tool observations are masked, and no target
is truncated. With Ke the number of retained trajectories of environment e and Le,j the number
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of supervised tokens over all turn targets of trajectory j,

LRFT(θ) = − 1
|E+|

∑
e∈E+

1
Ke

Ke∑
j=1

1
Le,j

Le,j∑
t=1

log πθ

(
ye,j,t

∣∣ xe,j,<t
)
. (3)

The resulting dataset contains 12,532 turn targets and 6,278,097 supervised tokens, trained for
one epoch (392 optimizer steps).

B.3 Hyperparameters and execution

Table 5 lists the settings of both stages.

B.4 Curriculum scheduling rules

Curriculum GRPO starts from the RFT checkpoint and runs R = 7 rounds of N = 225 groups
with K = 8 rollouts each. In Eq. (2), Âi =

(
ri −mean({rk}Kk=1)

)
/
(
std({rk}Kk=1) + εA

)
over the

group of τi; ρi,t = πθ(yi,t | ·)/πθold(yi,t | ·), where πθold is the policy at the start of the round, since
each round’s rollouts are sampled once and consumed over 75 updates; and D̂i,t = eδi,t − δi,t− 1
with δi,t = log πRFT(yi,t | ·)− log πθ(yi,t | ·). Only the policy’s own tokens enter |τi| and the loss.
Each update uses B ≤ 24 trajectories (Table 5).

• Round 1. Every environment is sampled exactly once under the RFT policy. Base success
rates are not reused as difficulty estimates.

• Rounds 2–7: revisits. ⌈N/4⌉ = 57 groups go to distinct environments: first those without
a valid difficulty record, then the least recently visited, with ties broken by a seeded shuffle.

• Rounds 2–7: weighted draws. The remaining 168 groups are drawn one at a time from
all environments with fewer than three groups in the round, including those already chosen
as revisits. An environment has weight 4 if its latest valid group succeeded on 1–6 of 8
rollouts and weight 1 otherwise (0/8, 7–8/8, or no record). The weight is a relative sampling
weight, not a guaranteed ratio.

• Cap and seeds. At most three groups (24 rollouts) per environment per round, revisits
included. Round t uses seed 42 + t.

• Difficulty update. Records are updated only after every group of the round has termi-
nated. A group containing an infrastructure-invalid rollout does not update difficulty and
is excluded from the policy update. When an environment has several valid groups in a
round, the last group by pre-assigned index determines its record; results are not averaged.
Unvisited environments keep their previous record.

• Freezing. Each round’s group manifest is frozen before its first rollout, and all groups of a
round are sampled from one synchronized policy version.
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B.5 Per-round curriculum statistics

Table 6 reports the seven curriculum rounds, including the outcome of every group. Group
outcomes are derived from the frozen round manifests and the recorded difficulty updates. The
informative rates in Figure 7 omit the seven groups of rounds 2–7 whose environment had no
valid difficulty record. Groups whose rollouts all succeed carry zero advantage and account for
51% of valid groups in rounds 2–7 (Table 6). We nevertheless keep mastered environments in
the pool rather than filtering them as in dynamic sampling [35]: every environment reproduces
a failure of the base policy, so a single solved group does not show that the decision has been
learned. Down-weighting instead of removing them lets a later regression make an environment
informative again.

Uniform-sampling estimate. For round r, we classify every environment in the pool by
its difficulty record at the start of the round (0/8, 1–6/8, 7–8/8, or no record). The expected
informative share under uniform sampling is the sum over classes of the class’s share of the pool
times the informative rate of that class among the valid groups actually sampled in round r;
for a class not sampled in that round, the rate pooled over rounds 2–7 is used. The estimate
assumes that an environment’s chance of an informative group depends only on its class, not
on whether the scheduler selected it.

Table 6: Curriculum GRPO rounds. Step: optimizer step at the start of the round. Envs.:
distinct environments sampled in the round. Weight 4: groups from environments whose latest
valid group succeeded on 1–6 of 8 rollouts. Mixed: valid groups with between 1 and 7 suc-
cesses; All succeed / All fail: valid groups with 8 or 0 successes. Excluded: groups with an
infrastructure-invalid rollout, left out of the update. Success: successes among valid rollouts; it
differs slightly from the round means in Figure 8, which count only rollouts entering the policy
loss.

Sampling Valid groups

Round Step Envs. Weight 4 Mixed All succeed All fail Excluded Success (%)

Round 1 every environment sampled once
1 0 225 0 84 113 23 5 74.4

Rounds 2–7 revisits and success-weighted draws
2 75 138 105 115 84 16 10 70.9
3 150 140 90 96 107 17 5 76.0
4 225 136 83 94 112 15 4 78.2
5 300 138 83 84 116 21 4 77.3
6 375 137 64 80 124 15 6 80.4
7 450 138 56 74 127 20 4 79.2

B.6 Direct GRPO on Qwen3.5-4B

TraceGym-4B applies GRPO directly to the official Qwen3.5-4B weights, without RFT; the
same official checkpoint serves as the frozen reference model, so πRFT in the KL estimator is
replaced by it. Training uses the 225 environments of Appendix B.1, and every training rollout
is sampled online from the 4B policy; no Qwen3.6-27B rollouts or difficulty records are reused.
It runs a single round of N = 225 groups with K = 8 rollouts each (1,800 rollouts), in which
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every environment is sampled once under the official weights; the success-adaptive draws of
Appendix B.4, which begin in round 2, are therefore not used.

Optimizer, learning rate, clipping, KL coefficient and estimator, and advantage normalization
follow the curriculum GRPO column of Table 5, and the sampling, token, and time limits are
unchanged from the Qwen3.6-27B run. All language-model parameters are trained, and the
vision encoder and aligner are frozen.

C Evaluation

This appendix gives the evaluation protocol and baseline sources (Appendix C.1) and the failure-
mode diagnosis (Appendix C.2).

C.1 Evaluation protocol and baseline details

Protocol. Base, Qwen3.5-4B, and our checkpoints are evaluated on the 89 tasks of Terminal-
Bench 2.1 with Harbor 0.20.0 and the standard Terminus-2 agent, using remote task containers
and the task-native agent and verifier time limits (no time multiplier). Sampling uses temper-
ature 1.0, top-p 0.95, top-k 20, at most 81,920 generated tokens per response, a 262,144-token
context, and thinking mode enabled. Each trial uses one fixed seed: Base and TraceGym-
27B are each evaluated with five trials. No trial is retried, and attempts that raise any error,
including agent timeouts, score zero and remain in the denominator. The Final checkpoint
(round 7, optimizer step 525) was fixed before any benchmark result was observed. Confidence
intervals resample the 89 tasks with replacement and keep each task’s trials paired across the
two compared models.

Per-trial results. Across its five trials, Base ranges from 46.1% to 55.1%; TraceGym-27B
ranges from 55.1% to 57.3%.

Comparability and exposure. The failure-collection run of Section 4.1 used local containers,
a twelve-fold agent time multiplier, and different sampling settings, and it excluded rather than
scored timed-out trials. Its success rate is therefore not comparable to Table 2. No Terminal-
Bench task is used for training, but failure evidence was collected on Terminal-Bench tasks, so
the benchmark is not free of development exposure for TraceGym.

TerminalWorld-Verified. TerminalWorld [6] reconstructs terminal tasks from real asciinema
recordings; its Verified split contains 200 tasks that were manually reviewed end to end, and
we evaluate on all of them. Each model makes one attempt per task with the agent, sampling
settings, and time limits of the Terminal-Bench 2.1 protocol above; errors count as failures.
Confidence intervals resample the 200 tasks with replacement, pairing each task across the two
compared models. The scores published with TerminalWorld use the same split but a single
attempt at temperature 0.7 and no turn limit, so we do not compare against them.
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Baseline results. We did not re-evaluate baselines; all baseline scores in Table 2 are taken
from the literature. Scores of proprietary models and GLM-5.1 are taken from the public
Terminal-Bench 2.1 leaderboard [32] (89 tasks × five trials; Terminus-2 entries where available).
Scores of DeepSeek-V4-Pro-Preview, Kimi-K2.6, Qwen3.5-27B, Qwen3.5-9B, and FACET-27B
were measured by FACET under Terminus-2 and averaged over three attempts per task (Table 2
of Shi et al. [29]); FACET distills DeepSeek-V4-Pro [7] trajectories into Qwen3.5-27B. RST
applies PPO to Qwen3.5-27B on synthesized tasks, initialized from the base weights, and reports
the mean of three runs with Terminus-2 hosted by Harbor, without thinking mode, on the 89-
task Terminal-Bench 2, which we take to be Terminal-Bench 2.1 [17]. Tmax applies DPPO
without prior supervised fine-tuning, selects checkpoints on Terminal-Bench Lite, and reports
the mean of three runs with a harness based on mini-SWE-agent [14]. Because these settings
differ from ours and from each other (the same Qwen3.6-27B scores 40.5%, 53.9%, and 48.8% in
the Tmax and FACET papers and under our protocol), we compare methods by their gain over
their own initialization within each source. We include training methods that report Terminal-
Bench 2.1 scores together with their initialization; methods that report only earlier benchmark
versions are not listed.

C.2 Failure-mode diagnosis

This subsection details the blinded failure-mode diagnosis behind Section 5.3.

Cohort. To limit diagnosis cost, Section 5.3 uses only trials 1–2, comprising 89 paired tasks
and 178 attempts per model; no later trial enters this analysis. Base has 83 successes, 41 ordinary
failures and 54 agent timeouts; TraceGym-27B has 100 successes, 25 ordinary failures and 53
timeouts. Native outcomes are preserved, including errors scored zero, and no benchmark
attempt is rerun.

Diagnosis procedure. We use the fixed 30-code taxonomy and two-stage ATLAS procedure
(failure-point analysis, then code mapping) with GPT-5.6-Sol, temperature 1.0, four workers
and a 300-second per-call timeout. The target ten-code set is fixed before diagnosis. Inputs
withhold arm, model identity, reward, evaluation-verifier output and the target-code set, while
retaining feedback actually visible to the agent. Each trajectory uses a uniform projection of
at most 48 steps and 128 evidence references, with up to 32 slots reserved for original model-
response summaries. Original responses and native parser feedback distinguish valid protocol
output from its ATIF rendering; omitted steps do not establish that an action never occurred.
Full prompts, responses and evidence references are archived.

Rates and missing-label bounds. For each code with h observed hits and u unsuccessful
attempts without a valid diagnosis, the per-attempt rate is h/N with N = 178, and the failure-
conditional rate lies in [h/F, (h + u)/F ], where F is the number of unsuccessful attempts (95
for Base; 78 for TraceGym-27B). Successful attempts are not diagnosed, and one failure can
carry several codes, so these are occurrence counts, not exclusive causes of failure.

26



D Compute and token usage

Statistical inference. Confidence intervals use 10,000 paired task-cluster bootstrap draws
that keep both trials and both models of a task together; they reflect task resampling only and
are not adjusted for multiple comparisons. Table 7 reports the summary contrasts and Table 8
all thirty code changes. The interval for the targeted-minus-non-targeted change, [−5.73, +1.40],
includes zero. Relative to Base, the targeted and non-targeted means fall by 17.0% and 22.8%,
close to the 17.9% reduction in unsuccessful attempts, so the gap between them is also compat-
ible with a reduction in failures that is uniform across codes.

Table 7: Measured two-trial Q2 summary. Both arms contain 178 attempts. All differences
are TraceGym-27B minus Base; the last row subtracts the non-targeted mean change from
the targeted mean change. Code rates count observed labels.

Rate (%) Change (pp)

Metric Base TraceGym-27B ∆ 95% CI

Unsuccessful outcomes
Agent timeout 30.34 29.78 −0.56 [−4.49, +3.37]
Ordinary failure 23.03 14.04 −8.99 [−15.17,−3.37]

Failure-code rates
Targeted (mean) 24.72 20.51 −4.21 [−8.20,−0.39]
Non-targeted (mean) 9.38 7.25 −2.13 [−3.51,−0.76]
Targeted minus non-targeted — — −2.08 [−5.73, +1.40]

D Compute and token usage

Table 9 reports the token usage and GPU time of each stage. Constructing one statically valid
environment (source-task selection and artifact generation) takes on average 130K input tokens,
of which 105K are cache hits, and 4.4K output tokens of GPT-5.6-Sol; no GPU is needed until the
learner is rolled out. Training TraceGym-27B, including base sampling, RFT, and curriculum
GRPO, takes 1,353 H200-hours. Input tokens are summed over requests and therefore count
repeated context across the turns of a trajectory. H200-hours are allocated GPU time (GPUs
× wall time), including model loading and idle time. We report no monetary cost, because
provider prices were not recorded.
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Table 8: All thirty failure codes in the two-trial Q2 cohort, grouped by taxonomy
category; bold codes are targeted. Hits: observed unsuccessful attempts with the code as a
primary or secondary label. Change: per-attempt rate change with its 95% interval, using the
denominator 178. Failure-conditional: rate among unsuccessful attempts (denominators 95 and
78), shown as missing-label bounds where diagnoses are missing.

Hits n Change (pp) Failure-conditional (%)

Code Base TraceGym-27B ∆ 95% CI Base TraceGym-27B

A System failures
A.1 36 29 −3.93 [−8.99, +0.56] 37.89 [37.18, 39.74]
A.2 9 3 −3.37 [−6.74,−0.56] 9.47 [3.85, 6.41]
A.3 18 7 −6.18 [−11.80,−1.12] 18.95 [8.97, 11.54]
A.4 13 10 −1.69 [−5.62, +2.25] 13.68 [12.82, 15.38]
A.5 19 14 −2.81 [−7.87, +2.81] 20.00 [17.95, 20.51]
A.6 36 24 −6.74 [−12.92,−0.56] 37.89 [30.77, 33.33]
A.7 23 13 −5.62 [−10.67,−0.56] 24.21 [16.67, 19.23]
A.8 11 6 −2.81 [−7.30, +1.69] 11.58 [7.69, 10.26]
A.9 13 13 +0.00 [−4.49, +4.49] 13.68 [16.67, 19.23]
A.10 75 64 −6.18 [−14.04, +1.12] 78.95 [82.05, 84.62]
A.11 63 49 −7.87 [−14.04,−1.69] 66.32 [62.82, 65.38]

B Solver quality failures
B.1 33 29 −2.25 [−8.43, +3.93] 34.74 [37.18, 39.74]
B.2 22 19 −1.69 [−7.30, +3.93] 23.16 [24.36, 26.92]
B.3 30 26 −2.25 [−9.55, +5.06] 31.58 [33.33, 35.90]
B.4 17 21 +2.25 [−3.93, +8.43] 17.89 [26.92, 29.49]
B.5 30 26 −2.25 [−7.87, +3.37] 31.58 [33.33, 35.90]
B.6 29 24 −2.81 [−8.99, +3.37] 30.53 [30.77, 33.33]
B.7 13 18 +2.81 [−2.25, +7.87] 13.68 [23.08, 25.64]
B.8 67 51 −8.99 [−17.98,−0.56] 70.53 [65.38, 67.95]
B.9 31 22 −5.06 [−11.80, +1.69] 32.63 [28.21, 30.77]
B.10 66 54 −6.74 [−14.61, +1.12] 69.47 [69.23, 71.79]
B.11 56 51 −2.81 [−9.55, +3.93] 58.95 [65.38, 67.95]

C Domain reasoning failures
C.1 40 26 −7.87 [−14.61,−1.12] 42.11 [33.33, 35.90]
C.2 9 8 −0.56 [−5.06, +3.37] 9.47 [10.26, 12.82]
C.3 2 6 +2.25 [−0.56, +5.62] 2.11 [7.69, 10.26]
C.4 2 2 +0.00 [+0.00, +0.00] 2.11 [2.56, 5.13]
C.5 3 3 +0.00 [+0.00, +0.00] 3.16 [3.85, 6.41]
C.6 2 2 +0.00 [+0.00, +0.00] 2.11 [2.56, 5.13]
C.7 2 2 +0.00 [−2.25, +2.25] 2.11 [2.56, 5.13]
C.8 4 1 −1.69 [−3.93, +0.00] 4.21 [1.28, 3.85]
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D Compute and token usage

Table 9: Compute and token usage. TB2.1: Terminal-Bench 2.1. Tokens in millions; Cached:
cached input tokens, where recorded. H200-h: allocated H200 GPU-hours; — for hosted API
calls or where the allocation was shared with other runs. For RFT, the input column gives
supervised tokens. Artifact generation counts the 2,439 of 2,500 calls with usage records, and
learner rollouts the 2,055 of 2,110 rollouts with token counters. ‡Estimated by scaling the token
counts of trials 1–2 to all five trials.

Tokens (M) GPU

Stage Model Volume Input Cached Output H200-h

Construction
Failure diagnosis GPT-5.6-Sol 289 calls 9.7 — 0.9 —
Source-task selection GPT-5.6-Sol 185 calls 114.1 98.6 2.2 —
Artifact generation GPT-5.6-Sol 2,500 calls 159.3 123.9 7.1 —
Learner rollouts Qwen3.6-27B 2,110 rollouts 246.2 — 19.0 1,163
Re-diagnosis of failures GPT-5.6-Sol 831 calls 15.9 — 2.2 —

Training
Base sampling Qwen3.6-27B 1,800 rollouts 190.3 — 7.8 76
RFT Qwen3.6-27B 392 steps 6.3 — — 102
Curriculum GRPO Qwen3.6-27B 12,600 rollouts 2,125.0 — 81.7 1,175

Evaluation
TB2.1 evaluation Qwen3.6-27B 445 attempts 292.2 — 16.8 470
TB2.1 evaluation TraceGym-27B 445 attempts 335.1‡ — 15.5‡ —
Q2 diagnosis GPT-5.6-Sol 156 calls 5.3 — 0.5 —
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